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Welcome to the first UCSD Non-Volatile Memories Workshop presented by the Center 
for Magnetic Recording Research, the Non-Volatile Systems Laboratory, and the 
California Institute for Telecommunications and Information Technology. 
 
This workshop brings together scientists and engineers from industry and academia 
who are working on advanced non-volatile information storage devices and systems. 
The goal is to facilitate the exchange of ideas, insights, and knowledge within this broad 
community of practitioners and researchers, and to foster the establishment of new 
collaborations that can propel future progress in the design and application of non-
volatile memories.  
 
The program takes a “vertical” approach, with technical sessions that encompass solid-
state and magnetic storage technologies; coding techniques for data integrity, 
preservation, and security; system-level storage architectures; and new applications 
enabled by advances in these areas. 
 
Participating Organizations: 
 

Caltech Carnegie Mellon University 
Case Western Everspin 
Fusion-io Google 
Grandis HP 
IBM LANL 
Microsoft Nymonyx 
Penn State Univ. Qualcomm 
SDSC SanDisk 
Seagate SNIA/SSSI 
STEC Texas A&M Univ. 
The Scripps Research Institute UC San Diego 
Univ. of Massachusetts Univ. of Rochester 
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Non-Volatile Memories Workshop 2010 – Technical Program 
 

Sunday, April 11 

Tutorial Overviews Session at CMRR Auditorium 

2:00 – 

5:00 PM 

Khaled Amer  

SNIA/SSSI 
Solid State Storage Overview 

 

 

6:00 PM Reception at the Estancia La Jolla Hotel 

 

 

 

Monday, April 12 

8:00 am Continental Breakfast at Calit2 - Atkinson Hall 

 

 

TECHNICAL SESSIONS in Calit2 Auditorium – Atkinson Hall 

 

Device Technologies 

8:30  
Cuong Trinh 

SanDisk 

A 7.8MB/s 64Gb 4-Bit/Cell NAND Flash Memory on 43nm 

CMOS Technology 

8:50 
Greg Atwood 

Numonyx  

Phase Change Memory: Development Progress and System 

Opportunities  

9:10 
Geoffrey Burr 

IBM 

Storage Class Memory 

9:30  
Nick Rizzo 

Everspin  
Toggle and Spin Torque: MRAM at Everspin Technologies  

9:50 Break 

10:10  
Alexander Driskill-Smith  

Grandis  
Latest Advances and Future Prospects of STT-RAM 

10:30 
Xiaobin Wang 

Seagate  

From Spin Torque Random Access Memory to Spintronic 

Memristor 

10:50  
Janice Nickel  

HP 

Memristor RRAM: Materials and Mechanisms 

   

11:10 Break 
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Channel Modeling and Coding 

11:30  
Laura Grupp 

UCSD 

Characterizing Flash Memory: Anomalies, Observations, 

and Applications 

11:50  
Eitan Yaakobi 

UCSD  
Coding for Flash Memories  

12:10 
Xinmiao Zhang 

Case Western 

Error Correction for Multilevel NAND Flash Memory 

Using Reed-Solomon Codes 

12:30 Lunch at Calit2 

1:50  
Zhiying Wang 

Caltech  
Variations of Rank Modulation for Flash Memories 

2:10 
Andrew Jiang 

Texas A&M  
Emerging Coding Techniques for Flash Memories 

2:30 
Luis Lastras Montaño 

IBM (Watson)  

Towards an Information and Coding Theory for Non-

volatile Memories 

2:50  
Michele Franceschini 

IBM (Watson)  

Architectural Solutions for Storage-Class Memory in Main 

Memory  

3:10 Break 

 

System Architecture (Part I) 

3:30 
Bhuvan Urgaonkar 

Penn State  

DFTL: A Flash Translation Layer Employing Demand-

based Selective Caching of Page-level Address Mappings  

3:50 
John Davis 

Microsoft  
A Survey of NVM Research at MSR SVC 

4:10 
David Andersen 

CMU  
System and Algorithmic Adaptation for Flash 

4:30 Break 

4:50 
Allan Snavely 

SDSC, UCSD 
Gordon: An Architecture for Data Intensive Computing 

5:10 
Ed Nightingale 

Microsoft 
Better I/O Through Byte-Addressable, Persistent Memory 

5:30 Adjourn Afternoon Session  
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7:00 Dinner at Estancia La Jolla Hotel 
 
 

8:00 After-Dinner Panel -- Directions for NVM Research 

Geoffrey Burr - IBM    PCM Technology/Storage Class Memory (SCM)  

Simon Litsyn- SanDisk/Tel-Aviv Univ.   Coding 

John Davis - Microsoft    Flash SSD Architecture  

Ed Nightingale - Microsoft    Non-flash Architecture  

Allan Snavely - SDSC, UCSD    Applications 

Roger Bohn - GIIC, UCSD    How Much Information  

 

 
 

Tuesday, April 13 

8:00 am Continental Breakfast at Calit2 - Atkinson Hall 

 

 

System Architecture (Part II) 

8:30 
Joel Coburn 

UCSD 
Non-volatile Transactional Memory 

8:50 
Engin Ipek 

Univ. Rochester 

Dynamically Replicated Memory: Building Reliable  

Systems from Nanoscale Resistive Memories 

9:10 
David Flynn 

Fusion-io 
Introduction to Fusion-io's NAND Flash Memory Tier  

9:30 Break 

 

 

Applications of Non-volatile Memories 

9:50 
Brett Kettering 

LANL  
The Role of NVM from an Application Perspective 

10:10 
Scott Stetzer 

STEC  

Enterprise Solid State Drives and Defining Characteristics of 

Enterprise Storage 

10:30 
Rajesh Gupta 

UCSD  

A System-Level Perspective on Adaptive and Integrated 

Memory Systems  

10:50 
Yanlei Diao 

Univ. Mass.  

Lazy-Adaptive Tree: An Optimized Index Structure for 

Flash Devices  
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11:10 Break 

11:30 
Seung H. Kang  

Qualcomm  
Embedded STT-MRAM for Mobile System-on-Chips 

11:50 

Nicholas Schork 

The Scripps Research 

Institute 

Large-scale Gene Discovery and Association Studies 

12:10 
Al Borchers 

Google  
Google's Experiences with Flash Memory 

12:30 Workshop Conclusion - Lunch at Calit2  

 

2:00 Tour  -  Calit2 Technology Laboratories  
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A 7.8MB/s 64Gb 4-Bit/Cell NAND Flash Memory  

on 43nm CMOS Technology 

 

Cuong Trinh 
SanDisk Corporation 

 

A 64Gb 16-level (16LC) NAND flash memory on 43nm CMOS technology has been developed. 

In addition to greatly reducing cost per bit with 4-bit per cell and improving memory density, 

7.8MB/s write performance is achieved using a Three-Step Programming  Method, ABL sensing, 

and a Sequential Sense Concept for read and verify. This is a 9X improvement over previously 

reported 16LC NAND Flash memory. It also represents the highest capacity single chip NAND 

flash memory ever reported. 

 

 

BIO: Cuong Q. Trinh received a B.S. EECS degree in June of 1986 

from the University of California, Berkeley and M.S. EECS from Santa 

Clara University in December of 1993. Since 1986, he has been 

involved in the development of various products, such as E2PLD, 

EPROM, Flash, SRAM, and ARM-based Programmable System 

Devices, while working for MMI, AMD, WSI, and ST Micro. Cuong 

joined SanDisk in January 2007 as a Director in the NAND Memory 

Design group. Since then, he has been involved in the development of 

4-bit/cell NAND Flash memory. 

 

 

 
Notes: 
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Phase Change Memory: Development Progress and System Opportunities 

 

Greg Atwood 
Numonyx 

 
Phase Change Memory (PCM) technology is demonstrating the capability to enter the broad 

memory market as a mainstream memory. PCM provides a new set of features, combining 

components of NVM and DRAM, being at the same time a sustaining and a disruptive 

technology. In this paper the PCM technology status is reviewed, demonstrating that technology 

maturity is being achieved.  Potential system level usages of PCM are explored, exploiting its 

unique functionality. 

 

 

BIO: Greg Atwood received a M.S. degree in Physics from Purdue 

University in 1979, joining Intel Corp. in the same year.  At Intel, he 

worked on numerous technology development programs including 

Logic, SRAM, EPROM, E2PROM, Flash, Multi-Level Flash, and 

Phase Change Memory.  In 2008, he joined Numonyx BV as their 

first Senior Fellow and co-director of the California Technology 

Center. Since 2002, Greg has been primarily focused on Phase 

Change Memory development and bringing the technology to market.  

He is the author of numerous articles and papers and holds more than 

35 patents. 

 

www.numonyx.com 
 

 
Notes: 
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Storage Class Memory 

 

Geoffrey W. Burr 
IBM Almaden Research Center 

 
Storage-Class Memory (SCM) combines the benefits of a solid-state memory - such as high 

performance and robustness - with the archival capabilities and low cost of conventional hard-

disk magnetic storage. This combination of high performance and low cost could usher in 

seminal changes across the entire memory/storage hierarchy, from tiny mobile devices up to 

high-performance computing.  SCM requires a solid-state non-volatile memory technology that 

can be manufactured at an extremely high effective areal density, using some combination of 

sub-lithographic patterning techniques, multiple bits per cell, and/or multiple layers of devices. 

Although candidate SCM technologies range from evolutionary extensions of conventional Flash 

memory, to revolutionary new memory technologies such as ferroelectric random-access 

memory (FeRAM), magnetic RAM (MRAM), organic and polymeric memory, resistive RAM, 

and solid-electrolytes, I will mainly discuss work (including results from our group at IBM 

Almaden) in phase-change memory (PCM). 

 

 

BIO: Geoffrey W. Burr received his Ph.D. in Electrical Engineering 

from the California Institute of Technology in 1996 under the 

supervision of Professor Demetri Psaltis. Since that time, Dr. Burr has 

worked at the IBM Almaden Research Center in San Jose, California, 

where he is currently a Research Staff Member. He has worked in a 

number of diverse areas, including holographic data storage, photon 

echoes, computational electromagnetics, and nanophotonics. Dr. Burr's 

current research interests include phase-change and other non-volatile 

memories, and computational lithography. He is a member of OSA, 

IEEE, SPIE, MRS, Eta Kappa Nu, and Tau Beta Pi. 

 

www.almaden.ibm.com/st/nanoscale_st/nano_devices/ 
 

 
Notes: 
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Toggle and Spin Torque: MRAM at Everspin Technologies 

 

Nick Rizzo 
Evrnspin Technologies 

 
Everspin Technologies, Inc. is the global leader in developing and manufacturing stand-alone 

and embedded Magnetoresistive Random Access Memory (MRAM). Everspin became the 

world‟s first volume MRAM supplier in 2006 with the launch of its commercial 4Mb part. We 

have since expanded our MRAM product portfolio to also include a range of memory sizes from 

256kb up to 16Mb, available in both 8-bit and 16-bit versions, parallel or serial I/O interfaces, 

and operating over a wide temperature range (-40ºC to 125ºC). Today, Everspin‟s MRAM is 

broadly used in data storage, industrial automation, gaming, energy management, 

communications, transportation and avionics. Formerly part of Freescale Semiconductor, 

Everspin became an independent company in 2008 with headquarters and wafer fabrication 

facilities in Chandler, Arizona. (www.everspin.com) 

    The bits for the MRAM currently in production consist of magnetic tunnel junctions. 

Programming is accomplished using the unique Toggle mode technique, invented at Everspin. 

The Toggle mode technique consists of applying a temporally-phased sequence of magnetic field 

pulses to a free layer that is a synthetic antiferromagnet. The field sequence always changes the 

state of the bit, regardless of the initial bit state, hence the origin of the name Toggle mode. I will 

briefly describe some of the physics and challenges of developing Toggle MRAM into the only 

highly reliable, fast, non-volatile memory available today.  

    In addition to Toggle MRAM, we are developing an advanced MRAM based on spin torque 

switching that has the promise of being higher density and lower power. The spin torque (ST) 

effect arises from the angular momentum transfer from spin polarized electrons. The ST effect is 

dominant at small sizes (≤0.1 mm), making it attractive for use in high density memories.  

 

BIO: Nick Rizzo is a Distinguished Member of the Technical Staff 

at Everspin Technologies, in Chandler, AZ. Over the past 10 years, 

he has worked on developing the Toggle MRAM currently in 

production at Everspin, as well as Spin Torque devices for advanced 

high density MRAM and nano-oscillators. He is the author of over 

30 papers and has over 35 issued patents on the primary topic of 

MRAM. Before working on MRAM, he was a NRC post-doctoral 

fellow at NIST in Boulder, CO, where he worked on the high speed 

switching properties of magnetic recording media. He received his 

Ph.D. from Yale University in 1996, working on the topic of 

magnetic pinning centers in superconducting wires. 

 

www.everspin.com 

 
Notes: 
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Latest Advances and Future Prospects of STT-RAM 

 

Alexander Driskill-Smith 
Grandis 

 

Non-volatile STT-RAM (spin transfer torque random access memory) is a new memory 

technology that combines the capacity and cost benefits of DRAM, the fast read and write 

performance of SRAM and the non-volatility of Flash with essentially unlimited endurance. This 

presentation will describe the current status of STT-RAM memory technology, discuss the key 

technical issues involved in its commercialization, and outline future potential applications and 

products. Specific aspects of STT-RAM chip performance will be presented and discussed, along 

with a discussion of STT-RAM's scalability beyond 45 nm. 

 

 

 

 

BIO: Alexander Driskill-Smith is Director of Customer Programs and 

Process Integration at Grandis. He previously worked on magnetic 

recording and nanofabrication at IBM Corporation and Hitachi Global 

Storage Technologies. He holds M.A. and Ph.D. degrees in Physics 

from the University of Cambridge, U.K. 

 

www.grandisinc.com 
 

 
Notes: 
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From Spin Torque Random Access Memory to  Spintronic Memristor 

 

Xiaobin Wang 
Seagate Technology 

 

Nanoscale magnetic electronic device is one of the fastest-growing research and development 

areas that provide many promising post-silicon technology solutions. One representative 

example is the spin torque random access memory (SPRAM) that integrates magnetic tunneling 

junction (MTJ) and CMOS to achieve non-volatility, fast writing/reading speed, almost 

unlimited programming endurance and zero standby power. I will present SPRAM scaling down 

requirements, challenges and opportunities.   

   SPRAM is based upon macroscopic magnetization switching induced by microscopic spin 

moment transferring through polarized current. Modern nano-scale magnetoelectronics device 

has reached a stage where device performance is explicitly determined by coupling between 

macroscopic magnetization dynamics and microscopic electronic transport. The interaction 

between coherent magnetization and electronic transport provides a unique opportunity for nano-

scale memristor devices. I will review recently proposed spin torque memristor and show its 

potential application examples in multibit data storage and logic, novel sensing scheme, power 

management and information security. 

 

 

BIO: Xiaobin Wang received his Ph.D. in Physics from the University of 

California, San Diego, in 2003. At UCSD, Dr. Wang was a graduate 

research assistant under Prof. H. Neal Bertram at the Center for Magnetic 

Recording Research, where his study was focused on dynamic thermal 

magnetization switching and magnetization noise in magnetic devices.  

Dr. Wang has been with Seagate Technology since 2003. His work at 

Seagate Technology includes magnetic device design, prediction of 

recording system performance through bottom up (from physics to system 

performance) and top down (from system performance to component 

requirements) approaches, company product platform and basic technology roadmap modeling. 

Dr. Wang has published over 50 papers and has over 30 US patent pending. He has been invited 

to contribute to various conferences and journals. 

 

 
Notes: 
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Memristor RRAM: Materials and Mechanisms 

 

Janice Nickel 
HP Laboratories 

 

The memristor, a two terminal fundamental electronic device, was predicted nearly 40 years ago 

(1) and has only recently been identified and reduced to practice (2).  I will present the definition 

of a memristive device, example materials systems, device characteristics, and the current 

understanding of the underlying mechanism behind their unique electrical properties. These 

properties make memristors candidate devices for the holy grail of non-volatile memories: true 

crossbar structures. Expected memristor memory properties will be discussed 

 
1)  Leon O. Chua, IEEE Transactions on Circuit Theory, Vol. CT-18, NO. 5, September 1971. 

2)  Dmitri B. Strukov, Gregory S. Snider, Duncan R. Stewart & R. Stanley Williams, Nature Vol 453| 1 May 2008 

 

BIO: Janice Nickel is a Senior Scientist in the Information and 

Quantum Systems laboratory at HP Labs.  She is currently leading 

the effort to transfer HP's memristor technology from the laboratory 

to fabrication facilities. Dr. Nickel has previously researched 

magnetic tunnel junctions and Magnetic Random Access memory.  

She invented and showed proof of concept of a novel 

programmable drug delivery technology that is currently being 

developed jointly by Janisys Ltd. and a major pharmaceutical 

company. She has 37 U.S. Patents awarded, 40 publications and 

numerous presentations and invited talks.  Dr. Nickel completed her 

Ph.D. at U.C. Berkeley in Materials Science and Engineering, and 

held a post-doctoral position at Los Alamos National Laboratory 

before joining the technical staff at Hewlett Packard Laboratories. 

 

 
Notes: 
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Characterizing Flash Memory: Anomalies,  

Observations, and Applications 

 

Laura Grupp 
University of California, San Diego 

 

Despite flash memory‟s promise, it suffers from many idiosyncrasies such as limited durability, 

data integrity problems, and asymmetry in operation granularity. As architects, we aim to find 

ways to overcome these idiosyncrasies while exploiting flash memory‟s useful characteristics. 

To be successful, we must understand the trade-offs between the performance, cost (in both 

power and dollars), and reliability of flash memory. In addition, we must understand how 

different usage patterns affect these characteristics. Flash manufacturers provide conservative 

guidelines about these metrics, and this lack of detail makes it difficult to design systems that 

fully exploit flash memory‟s capabilities. We have empirically characterized flash memory 

technology from five manufacturers by directly measuring the performance, power, and 

reliability. We demonstrate that performance varies significantly between vendors, devices, and 

from publicly available datasheets. We also demonstrate and quantify some unexpected device 

characteristics and show how we can use them to improve responsiveness and energy 

consumption of solid state disks by 44% and 13%, respectively, as well as increase flash device 

lifetime by 5.2x. 

 

 

BIO: Laura is a Ph.D. student in the department of Computer 

Science and Engineering at the University of California, San Diego.  

Her current research focuses on the intricacies of Flash Translation 

Layers, the development of models for new types of non-volatile 

memory, and the characterization of flash memory.  She is a 

Microsoft Research Scholar, an Emerging Leaders Boeing Scholar, a 

NASA Space Grant Scholar, has received the Karl Ellerbeck EE 

scholarship. 

 

http://cseweb.ucsd.edu/~lgrupp/ 

 
Notes: 

  



9 

 

Coding for Flash Memories 

 

Eitan Yaakobi 
University of California, San Diego 

 

In this work, we use an extensive empirical database of errors induced by write, read, and erase 

operations to develop a comprehensive understanding of the error mechanisms and error 

characteristics of flash memories.  We also use the error measurements to compare the 

performance of BCH and RS codes over a range of redundancies and error-correction 

capabilities when applied at the page level.  In addition, we examine the effectiveness of 

interleaving techniques and burst-error correcting codes, as well as asymmetric-error correcting 

schemes that can improve performance if there is a bias in the direction of errors (i.e., from „0‟ to 

„1‟ or from „1‟ to „0‟).   The potential benefit of coding across multiple pages within a block is 

also investigated. 

   To enhance their lifetime, flash memories use “wear-leveling” algorithms to balance the 

number of erasures of blocks within a single device. We propose a coding scheme, to be used in 

conjunction with wear-leveling, that makes it possible to write the pages of a block twice (or 

more) before the block needs to be erased. The technique, based on Write Once Memory (WOM) 

codes, operates as follows. First, encoded data is written into successive pages in the block. 

When the wear-leveling algorithm determines that a block needs to be erased, all of the pages in 

the block are marked as invalid and encoded data can again be written into the pages, one after 

the other, without erasing the block. We will explore the degradation in the bit-error-rate (BER) 

resulting from the additional writes and introduce an error-correction scheme to compensate for 

it. 

 

 

BIO: Eitan Yaakobi is currently a Ph.D. candidate in Electrical and 

Computer Engineering at the University of California, San Diego, 

where he is associated with the Center for Magnetic Recording 

Research. His advisors are Prof. Paul Siegel, Prof. Alexander Vardy, 

and Prof. Jack Wolf. His research interests include algebraic error-

correction coding, coding theory, and their applications to digital data 

storage, and in particular to flash memories. 

 

 
Notes: 
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Error Correction for Multilevel NAND Flash Memory  

using Reed-Solomon Codes 

 

Xinmiao Zhang 
Case Western Reserve University 

 

Prior research efforts have been focusing on using BCH codes for error correction in multi-level 

cell (MLC) NAND flash memory. However, BCH codes often require highly parallel 

implementations to meet the throughput requirement. As a result, large area is needed. In this 

paper, we propose to use Reed-Solomon (RS) codes for error correction in MLC flash memory. 

A (828, 820) RS code has almost the same rate and length in terms of bits as a BCH (8248, 8192) 

code. Moreover, it has at least the same error-correcting performance in flash memory 

applications. Nevertheless, with 70% of the area, the RS decoder can achieve a throughput that is 

121% higher than the BCH decoder. A novel bit mapping scheme using Gray code is also 

proposed in this paper. Compared to direct bit mapping, our proposed scheme can achieve 0.02 

dB and 0.2dB additional gains by using RS and BCH codes, respectively, without any overhead. 

 

 

BIO: Xinmiao Zhang received her Ph.D. degree in Electrical 

Engineering from the University of Minnesota, Twin Cities, in 2005. 

Since then, she has been with Case Western Reserve University, where 

she is currently a Timothy E. and Allison L. Schroeder Assistant 

Professor in the Department of Electrical Engineering and Computer 

Science. Her research interests include VLSI architecture design for 

communications, digital signal processing, and cryptography. Dr. Zhang 

received an NSF CAREER award in 2009. She is also the recipient of 

the Best Paper Award at the ACM Great Lakes Symposium on VLSI 

2004. She is the co-editor of the book Wireless Security and 

Cryptography: Specifications and Implementations and is currently an 

associate editor for the IEEE Transactions on Circuits and Systems-I. She is a member of 

CASCOM, VSA and DISPS technical committees. She has also served on the technical program 

committees of many conferences. 

 

http://vorlon.case.edu/~xxz36/ 
 

 
Notes: 
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Variations of Rank Modulation for Flash Memories 

 

Zhiying Wang 
California Institute of Technology 

 

Flash memory was proposed as a way to store information in multi-level flash memories using 

the permutation of a set of n cells. In this talk we introduce two variations of rank modulation: 

(1) bounded rank modulation, and (2) partial rank modulation.  

 

 

 

BIO:  Zhiying Wang is a graduate student in EE department, Caltech and 

her advisor is Prof. Jehoshua(Shuki) Bruck. She received M.S. and B.S. 

degrees from Caltech, 2009 and Tsinghua University, 2007, respectively. 

Her research interest includes information theory, error-correcting codes 

and coding for storage devices. 

 

http://paradise.caltech.edu/~zhiying/ 

 
Notes: 
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Emerging Coding Techniques for Flash Memories 

 

Anxiao (Andrew) Jiang 
Texas A&M University 

 

In this talk, I will discuss emerging coding techniques for data storage in flash memories. The 

applications of flash memories have expanded widely in recent years, and flash memories have 

become the dominating member in the family of non-volatile memories. Like magnetic recording 

and optical recording, flash memories have their own distinct properties, including recursive 

programming, block erasure, etc. These distinct properties introduce very interesting coding 

problems that address many aspects of a successful storage system, which include efficient data 

modification, error correction, high density storage, and more. In this talk, I will introduce some 

newly developed codes, such as rewriting codes, rank modulation codes, and codes for error 

correction. A major theme is understanding how to store information in a medium where the 

storage elements have different features when it transits between its different states. 

 

 

BIO:  Anxiao (Andrew) Jiang has been an assistant professor in the 

Computer Science and Engineering Department of Texas A&M 

University since 2005. He received his Ph.D. and M.S. in Electrical 

Engineering at Caltech and his B.E. in Electronic Engineering at 

Tsinghua University. He received the National Science Foundation 

CAREER Award for his research work on coding for flash 

memories. His research interests include information theory, data 

storage and algorithm design. 

 

http://faculty.cse.tamu.edu/ajiang 

 
Notes: 
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Towards an Information and Coding  

Theory for Non-Volatile Memories 

 

Luis A. Lastras Montaño 
IBM T.J. Watson Research Center 

 

A significant opportunity for the information and communication sciences now exists as various 

non-volatile solid state memory technologies find their way into every aspect of our lives. At 

IBM Research we are actively investigating how FLASH, Phase-Change-Memory (PCM), 

MRAM, etc. will play a role in complementing DRAM and magnetic hard drives in various 

system architectures. As part of this research program, we are developing the foundations for the 

understanding of how high performance and reliable storage of information is attained in these 

memories, in particular for PCM. In this talk we will give an overview of the kinds of problems 

that arise in PCM whose solutions may draw from tools in information and coding theory as well 

as signal processing and applied probability. These problems include technological limitations on 

the number of memory write cycles, asymmetries in how reads and writes can be done and 

reliability and performance considerations for multibit/cell storage. We will spend about half of 

the time describing in detail recent advances in the theory of rewritable channels, which is an 

emerging information theory that has the goal of understanding the act of writing to and 

communicating through memories. Many exciting and relevant open problems in this field will 

be singled out. 

 

BIO: Dr. Lastras-Montaño received his bachelor degree in Electrical 

Engineering from the Universidad Autonoma de San Luis Potosi (1996, 

Mexico) and the MS (1998) and PhD (2000) degrees in Electrical 

Engineering in from Cornell University, where he also minored in Applied 

Mathematics. Since 2000, he has been a Research Staff Member in the 

IBM TJ Watson Research Laboratories where additionally he is a Master 

Inventor. Dr. Lastras' theoretical research interests are in the general area of 

information theory, where he has made contributions to the area of point-

to-point and multiterminal lossy and lossless compression, large deviations 

theory, algebraic error control and modulation coding theory, and more 

recently a new theory inspired in nonvolatile memories called rewritable 

channel theory. His practical research interests lie in the area of memory 

systems, where he focuses on coding for DRAM and emerging memory 

technologies, as well as novel memory systems architecture and performance analysis. At IBM he led a 

talented team that contributed the technology behind IBM's POWER7 error correction code for memory, 

as well as the POWER7 memory channel reliability features and the compression algorithm behind 

POWER7's Active Memory Expansion; he also contributed to IBM's eX5 memory ECC. At the present 

moment, he is leading a team with the goal of making out of Phase Change Memory a highly reliable and 

cost effective memory technology by employing old and new concepts in coding and signal processing. 

He is author and coauthor of over 50 journal, conference publications and issued patents, with 

additionally over 40 patent applications in process. 

 
Notes: 
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Architectural Solutions for Storage-Class Memory in Main Memory 

 

Michele Franceschini 
IBM T.J. Watson Research Center 

 

The talk will focus on Hybrid Memory, an architectural solution that allows the use of storage 

class memories in main memory. We will discuss solutions aimed to adapt the characteristics of 

storage class memory, with particular emphasis on phase-change memory, to the requirement of 

a modern memory subsystem. In particular, we will focus on caching techniques, wear leveling, 

asymmetry of read and write bandwidth and dynamic memory density. 

 

BIO: Michele Franceschini is a research staff member at IBM T.J. 

Watson Research Center since 2009. He studied at University of 

Parma, Italy, where he obtained his M.Sc. (2002) and Ph.D. (2006). 

From 2006 to 2008 he was a research associate at University of 

Parma. From 2008 to 2009 he was a Postdoc at IBM T.J. Watson 

Research Center, Yorktown Heights, NY. His research interests are 

in the general areas of communication theory and information 

theory, with emphasis on iterative detection techniques, codes 

design, and signal processing for non-volatile memories. 

 

 
Notes: 
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DFTL: A Flash Translation Layer Employing Demand-based  

Selective Caching of Page-level Address Mappings 

 

Bhuvan Urgaonkar 
The Pennsylvania State University 

 

Recent technological advances in the development of flash-memory based devices have 

consolidated their leadership position as the preferred storage media in the embedded systems 

market and opened new vistas for deployment in enterprise-scale storage systems. Unlike hard 

disks, flash devices are free from any mechanical moving parts, have no seek or rotational delays 

and consume lower power. However, the internal idiosyncrasies of flash technology make its 

performance highly dependent on workload characteristics. The poor performance of random 

writes has been a cause of major concern which needs to be addressed to better utilize the 

potential of flash in enterprise-scale environments. We examine one of the important causes of 

this poor performance: the design of the Flash Translation Layer (FTL) which performs the 

virtual-to-physical address translations and hides the erase-before-write characteristics of flash. 

We propose a complete paradigm shift in the design of the core FTL engine from the existing 

techniques with our Demand-based Flash Translation Layer (DFTL) which selectively caches 

page-level address mappings. We develop and validate a flash simulation framework called 

FlashSim. Our experimental evaluation with realistic enterprise-scale workloads endorses the 

utility of DFTL in enterprise-scale storage systems by demonstrating: (i) improved performance, 

(ii) reduced garbage collection overhead and (iii) better overload behavior compared to state-of-

the-art FTL schemes. For example, a predominantly random-write dominant I/O trace from an 

OLTP application running at a large financial institution shows a 78% improvement in average 

response time (due to a 3-fold reduction in operations of the garbage collector), compared to a 

state-of-the-art FTL scheme. Even for the well-known read-dominant TPC-H benchmark, for 

which DFTL introduces additional overheads, we improve system response times by 56%.  

 

BIO: Bhuvan Urgaonkar received his B.Tech (honors) in computer 

science and engineering at the Indian Institute of Technology 

Kharagpur in 1999, M.S. in computer science at the University of 

Massachusetts in 2002, and his Ph.D. in computer science at the 

University of Massachusetts in 2005. His general research interests are 

in the  modeling, implementation, and evaluation of distributed 

systems, operating systems, and storage systems. Urgaonkar is a 

recipient of the NSF CAREER award in 2010, as well as a co-author 

on best student papers at MASCOTS 2008 and ICAC 2005. 

 

http://www.cse.psu.edu/~bhuvan/ 
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A Survey of NVM Research at MSR SVC 

 

John D. Davis 
Microsoft Research 

 

Non-volatile memory (NVM) for the masses has arrived. Unfortunately, the masses have not 

embraced this hardware trend as vigorously as industry would like. NVM has arrived in niche 

applications such as cameras, phones, and music players.  More recently, vendors are pushing it 

into hard drive replacements, with a vision to potentially supplant DRAM. As NVM penetrates 

these markets, latent assumptions in software must be found and changed in order to take 

advantage of the benefits and obscure or avoid the drawbacks of this new technology. This talk 

will present a survey of the NVM research being conducted by researchers at Microsoft 

Research, Silicon Valley Lab. This research spans hardware prototyping, to file systems and 

storage architecture. 

 

 

BIO: John Davis is a Researcher in Microsoft Research's Silicon 

Valley lab, which he joined in March 2007. His widely varied 

research interests include computer architecture, embedded 

systems, large-scale systems, application behavior and performance 

tuning, and hardware-software co-design and interaction. 

 

 

 

http://research.microsoft.com/en-us/people/joda/ 
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System and Algorithmic Adaptation for Flash 

 

David G. Andersen 
Carnegie Mellon University 

 

This talk will present our work on constructing a high-performance key-value store (FAWN-

KV), and discuss the specializations we made at both the systems and algorithmic levels to run 

rapidly on flash memory. 

 

 

BIO: David G. Andersen is an assistant professor in the Computer 

Science Department at Carnegie Mellon University.  He received 

the Ph.D. and S.M. degrees from MIT, and B.S. degrees in 

computer science and in biology from the University of Utah.  His 

research focuses on distributed systems, with recent emphasis on 

creating energy efficient data-intensive computing architectures. 

 

http://www.cs.cmu.edu/~dga/ 
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Gordon: An Architecture for Data Intensive Computing 

 

Allan Snavely 
University of California, San Diego 

 

We are funded by NSF to build a 245 Tflop machine with 256 TB of flash. The machine will 

accelerate applications in graph analysis and decision support 100x. 

 

 

BIO Allan Snavely is Associate Director at the San Diego 

Supercomputer Center (SDSC), and an Adjunct Associate Professor in 

the Department of Computer Science and Engineering (CSE) both at 

the University of California, San Diego (UCSD). Besides running a 

research lab at SDSC he also serves on the executive committee for 

the inter-departmental CSME program in computational science, 

mathematics, and engineering, is the computer science faculty advisor 

to the Free Clinic Project and shares running CSE294 Large-scale 

Systems Seminar (alternating quarters) with Professor Scott Baden of 

CSE. 

 

He is a noted expert in high performance computing (HPC), has 

published more than 70 papers with more than 1,000 citations on this subject (his current h-index 

is 16) , he has presented numerous invited talks including briefing U.S. congressional staff on the 

importance of the field to economic competitiveness, has twice been a finalist for the Gordon 

Bell Prize (2007 and 2008) in recognition for outstanding achievement in HPC applications, and 

in 2009 shared the SC09 Storage Challenge Award for the design of Dash, an innovative new 

supercomputer that makes extensive use of flash memory. Dash is just a prototype of a much 

larger system he and his team are building, Gordon, to be delivered in mid 2011. He is Co-

principal investigator, and Co-architect of Gordon: A Data Intensive Supercomputer. 

 

www.sdsc.edu/~allans 
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Better I/O Through Byte-Addressable, Persistent Memory 

 

Ed Nightingale 
Microsoft Research 

 

Modern computer systems have been built around the assumption that persistent storage is 

accessed via a slow, block-based interface. However, new byte-addressable, persistent memory 

technologies such as phase change memory (PCM) offer fast, fine-grained access to persistent 

storage.  

   In this paper, we present a file system and a hardware architecture that are designed around the 

properties of persistent, byte addressable memory. Our file system, BPFS, uses a new technique 

called short-circuit shadow paging to provide atomic, fine-grained updates to persistent storage. 

As a result, BPFS provides strong reliability guarantees and offers better performance than 

traditional file systems, even when both are run on top of byte-addressable, persistent memory. 

Our hardware architecture enforces atomicity and ordering guarantees required by BPFS while 

still providing the performance benefits of the L1 and L2 caches.  

   Since these memory technologies are not yet widely available, we evaluate BPFS on DRAM 

against NTFS on both a RAM disk and a traditional disk. Then, we use microarchitectural 

simulations to estimate the performance of BPFS on PCM. Despite providing strong safety and 

consistency guarantees, BPFS on DRAM is typically twice as fast as NTFS on a RAM disk and 

4-10 times faster than NTFS on disk. We also show that BPFS on PCM should be significantly 

faster than a traditional disk-based file system. 

 

 

BIO  Ed Nightingale is a researcher in the Operating Systems Group at 

Microsoft Research. Ed enjoys working on projects related to systems 

research. Lately, that has involved OS support for new memory 

technologies, such as Phase Change Memory, data mining, heterogeneous 

hardware architectures, and large-scale storage systems. 

 

Ed received his Ph.D. from the University of Michigan in 2007. 

 

http://research.microsoft.com/~edn 
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Non-Volatile Transactional Memory 

 

Joel Coburn 
University of California, San Diego 

 

Advanced non-volatile, solid-state storage technologies such as phase-change memory promise 

enormous gains in performance relative to both conventional disks and flash memory-based 

storage devices.  However, existing abstractions for accessing non-volatile data (i.e., file systems 

and the associated system calls) cannot exploit the performance and flexibility these memories 

offer. Non-Volatile Transactional Memory (NVTM) is a transaction-based interface that allows 

programmers to implement fast, scalable, durable data structures that are robust in the face of 

unexpected system failures.  The interface maps the non-volatile storage directly into the 

application's address space and allows volatile and non-volatile data structures to interact 

seamlessly in programs.  Since the interface removes the operating system from the critical path 

of basic read and write operations, it can realize up to 2350X speedups relative to transactional 

storage systems that target the conventional file-based interface.  We describe the system's 

internal operation, describe the support it requires from hardware, and quantify its performance. 

 

 

 

BIO: Joel Coburn is a third-year Ph.D. student at UC San Diego 

under the guidance of Professors Rajesh Gupta and Steven Swanson.  

His current work focuses on abstractions for advanced, non-volatile 

memory technologies and their integration into system architectures.  

He received a MSEE degree from Stanford University in 2003 and a 

BSEE from Gonzaga University in 2001. 

 

http://mesl.ucsd.edu/joel 
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Dynamically Replicated Memory: Building Reliable Systems  

from Nanoscale Resistive Memories 

 

Engin Ipek 
University of Rochester 

 

DRAM is facing severe scalability challenges in sub-45nm tech- nology nodes due to precise 

charge placement and sensing hur- dles in deep-submicron geometries. Resistive memories, such 

as phase-change memory (PCM), already scale well beyond DRAM and are a promising DRAM 

replacement. Unfortunately, PCM is write-limited, and current approaches to managing writes 

must de- commission pages of PCM when the first bit fails. 

     This paper presents dynamically replicated memory (DRM), the first hardware and operating 

system interface designed for PCM that allows continued operation through graceful degrada- 

tion when hard faults occur. DRM reuses memory pages that con- tain hard faults by 

dynamically forming pairs of complementary pages that act as a single page of storage. No 

changes are required to the processor cores, the cache hierarchy, or the operating sys- tem‟s page 

tables. By changing the memory controller, the TLBs, and the operating system to be DRM-

aware, we can improve the lifetime of PCM by up to 40x over conventional error-detection 

techniques. 

 

BIO: Engin Ipek is assistant professor of computer science and 

electrical & computer engineering at the University of Rochester. 

He earned his B.S., M.S., and Ph.D. degrees at Cornell University, 

all in electrical and computer engineering. His research interests 

are in computer architecture, with an emphasis on multicore 

architectures, hardware-software interaction, high-performance 

memory systems, and power-efficient computing. 

 

http://www.cs.rochester.edu/~ipek/Home.html 
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Introduction to Fusion-io's NAND Flash Memory Tier 

 

David Flynn 
Fusion-io 

 

Today, getting application performance means adding disks, RAM, servers, and engineering 

resources, each of which unbalances already inefficient systems. Today's enterprise SSDs don‟t 

adequately resolve these inefficiencies when it comes to accelerating applications, databases, and 

systems. Because they imitate traditional disk drive technology, the best they can hope for is to 

slightly improve raw storage performance at the interface. Other PCI Express-based solid-state 

solutions that appear similar to Fusion-io are in fact just case-less SATA, SAS, or Fiber Channel 

SSDs directly attached to the RAID controller, retaining all the limitations and inefficiencies of 

existing disk infrastructure. 

 

In contrast to SSDs, the core technology developed by Fusion-io is about much more than 

improving raw interface performance for archival storage. This technology is called ioMemory 

and it is architected like no other solid-state technology today, rather than acting like a disk, the 

NAND Flash acts like memory, eliminating the complexity of traditional storage architecture 

that creates unnecessary context switching, deep queuing, and I/O storms. The end result is that 

Fusion-io products dramatically improve application performance, even dramatically out-

performing RAIDed SSD-based storage arrays. 

 

 

BIO: As CEO, President and Co-Founder of Fusion-io, David Flynn is 

the visionary behind Fusion-io's innovative technology. Mr. Flynn is 

responsible for providing business-focused oversight of the company's 

research and development efforts, as well as driving the company's 

short- and long-term technological direction 

 

http://www.fusionio.com/ 
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The Role of NVM from an Application Perspective 

 

Brett Kettering 
DoD - Los Alamos National Laboratory. 

 

This presentation will discuss scenarios regarding how NVM can be integrated to an HPC system 

that would be beneficial to an application. Some examples of specific computation scenarios will 

be used. 

 

 

BIO: Brett Kettering is a Computer Scientist with the Los Alamos 

National Laboratory. He is currently working as a DoD representative in 

applied research for HPC file systems. 
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Enterprise Solid State Drives and Defining  

Characteristics of Enterprise Storage 

 

Scott Stetzer 
STEC 

 

This presentation will discuss the attributes of Enterprise SSDs and how their requirements differ 

from consumer markets. It begins with a review of the introduction of Enterprise SSDs over the 

past couple of years and how they are being deployed in data storage applications. It then looks 

at market data and discusses future trends and growth opportunities for SSD's, along with 

transitions on the horizon in media and interfaces. In addition, it provides a detailed discussion 

on key attributes enterprise customer focus on when considering SSD's for deployment, 

including ROI, $/GB vs. $/IO, energy savings and media choices along with Flash geometries 

and endurance challenges. 

 

 

BIO: Scott Stetzer is VP of Technical Marketing for Enterprise SSD 

products at STEC, a leading company in the design and manufacture 

of high performance enterprise SSD products. Scott has over twenty 

years experience in the storage and computer industry in positions 

with companies that included Western Digital, Maxtor and Quantum. 

He has extensive experience spanning field applications engineering, 

software development and technical marketing in many global 

locations. 

 

www.stec-inc.com 
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A System-Level Perspective on Adaptive  

and Integrated Memory Systems 

 

Rajesh Gupta 
University of California, San Diego 

 

To a large degree, in retrospect modern computer systems design could be considered a giant 

exercise in the design of memory (and IO) systems for the past three decades. By now, therefore, 

the latency and bandwidth management problems must be solved. This is, of course, both 

rhetoric as well as a real question as our fundamental assumptions storage technology 

capabilities shift dramatically both in capacity as well as in speeds. In particular, this talk is a 

look at memory system design as process/device technology transitions have shifted the balance 

between logic and interconnect delays, shifted focus on process optimizations and emerging 

process capabilities for memory devices. In particular, we will focus on examination of our 

efforts to make memory system more adaptive through device and microarchitectural advances. 

 

BIO: Rajesh K. Gupta is a professor of Computer Science and 

Engineering at UC San Diego, and holds the QUALCOMM 

endowed chair. His research interests are in energy efficient 

systems that have taken turn towards large-scale energy use in 

recent years. He directs smart buildings/smart grids task force at 

UC San Diego in his role as associate director for the California 

Institute for Telecommunications and Information Technology 

(CalIT2). His recent contributions include SystemC modeling and 

SPARK parallelizing high-level synthesis, both of which are 

publicly available and have been incorporated into industrial 

practice. Earlier Gupta lead or co-lead DARPA-sponsored efforts under the Data Intensive 

Systems (DIS) and Power Aware Computing and Communications (PACC) programs that 

demonstrated architectural adaptation and compiler optimizations in building high performance 

and energy efficient system architectures. His ongoing efforts include energy-efficient data-

centers and large scale computing using memory-coherent algorithmic accelerators and non-

volatile storage systems. In recent years, Gupta and his students have received a best paper 

award at IEEE/ACM DCOSS‟08 and a best demonstration award at IEEE/ACM 

IPSN/SPOTS‟05. Gupta received a BTech in EE from IIT Kanpur, MS in EECS from UC 

Berkeley and a PhD in Electrical Engineering from Stanford University. He currently serves as 

EIC of IEEE Embedded Systems Letters. Gupta is a Fellow of the IEEE. 

 

http://mesl.ucsd.edu/rgupta/ 
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Lazy-Adaptive Tree: An Optimized Index Structure for Flash Devices 

 

Yanlei Diao 
University of Massachusetts-Amherst 

 

Flash memories are in ubiquitous use for storage on sensor nodes, mobile devices, and enterprise 

servers. However, they present significant challenges in designing tree indexes due to their 

fundamentally different read and write characteristics in comparison to magnetic disks.  In this 

talk, I present the Lazy-Adaptive Tree (LA-Tree), a novel index structure that is designed to 

improve performance by minimizing accesses to flash. The LA-tree exploits lazy update 

techniques and an online adaptive scheme to achieve high performance for both updates and 

lookups. Our performance results on raw NAND flashes show that the LA-Tree achieves 2× to 

12× gains over the best of alternate schemes across a range of workloads and memory 

constraints. Initial results on SSDs are also promising, with 3× to 6× gains in most cases. 

 

 

BIO: Yanlei Diao is an Assistant Professor at the Department of 

Computer Science, University of Massachusetts Amherst. Her 

research interests are in information architectures and data 

management systems, with a focus on data streams, uncertain data 

management, flash memory databases, and large-scale data analysis. 

She received her Ph.D. in Computer Science from the University of 

California, Berkeley in 2005, her M.S. in Computer Science from the 

Hong Kong University of Science and Technology in 2000, and her 

B.S. in Computer Science from Fudan University in China in 1998. 

   Yanlei Diao is a recipient of the NSF Career Award and finalist for 

the Microsoft Research New Faculty Fellowship. She spoke at the 

Distinguished Faculty Lecture Series at the University of Texas at Austin in December 2005. Her 

Ph.D. dissertation “Query Processing for Large-Scale XML Message Brokering” won the 2006 

ACM-SIGMOD Dissertation Award Honorable Mention. She has served on the program 

committees for many international conferences and on the organization committees for SIGMOD 

and DMSN. She is a main contributor to YFilter 1.0, a high-performance filtering system over 

XML message streams. 

 

http://www.cs.umass.edu/~yanlei/ 
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Embedded STT-MRAM for Mobile System-on-Chips 

 

Dr. Seung H. Kang 
Qualcomm, Inc. 

 

This presentation overviews the emerging spin-transfer-torque magnetoresistive random access 

memory (STT-MRAM) as an embedded memory solution for advanced low-power mobile 

system-on-chips (SoCs).  While STT-MRAM offers a superior combination of power 

consumption, performance, nonvolatility, and scalability to become a potentially disruptive 

embedded memory, it requires significant architectural efforts at a system level to realize such 

benefits of this new class of a nonvolatile working memory. Furthermore, the memory cells 

(specifically, magnetic tunnel junctions) must be integrated into an advanced logic platform 

without disturbing the baseline CMOS design rule and integration flow. Such integration is 

particularly challenging at leading-edge logic technology nodes (e.g. 45 or 32 nm).  This 

presentation addresses recent progresses in our development efforts to enable embedded STT-

MRAM for mobile SoCs from a perspective of opportunities and challenges. 

 

 

BIO: Seung Kang received his Ph.D. in Materials Science and 

Engineering from the University of California, Berkeley, in 1996, 

following his B.S. (graduated top of class) and M.S. from Seoul 

National University, Korea. He then worked as Materials 

Scientist/Engineer at Lawrence Berkeley National Laboratory in the 

fields of SQUID sensors and VLSI interconnects. In 1998, he joined 

Lucent Technologies Bell Laboratories‟ VLSI R&D organization as 

Member of Technical Staff and later was elevated to Distinguished 

Member of Technical Staff. At the company he led a variety of 

advanced materials and technology reliability projects. In 2006, he 

joined Qualcomm, and currently as Principal Manager is leading an 

emerging memory technology group under the Advanced 

Technology Initiatives. Dr. Kang has co-organized and co-chaired 

10 international conferences and edited or co-edited 6 special journal issues. He has served at 

numerous technical committees, including IEDM, ISQED, VLSI-TSA, and TMS Nanomaterials 

Committee and Thin Films and Interfaces Committee. He has published about 50 papers and 

holds over 60 issued or pending US Patents. He is currently the Chair of TMS Nanomaterials 

Committee, a Council Member of TMS Electronic, Magnetic & Photonic Materials Division, and 

an IEEE Senior Member. 
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Large-scale Gene Discovery and Association Studies 

 

Nicholas J. Schork, Ph.D. 
The Scripps Research Institute 

 

Contemporary genetic studies pursued in order to identify inherited DNA sequence variations 

that influence susceptibility to common diseases such as diabetes typically involve testing 

millions of variations for association with the disease of interest in thousands of individuals. The 

statistical and computational problems inherent in these studies are obvious, but will become 

even more pronounced as researchers take advantage of 'next-generation' DNA sequencing 

technologies that can sequence all 6 billion bases making up individuals' genomes in such 

studies. In this talk, I describe the challenges inherent in genetic association studies and how 

clever algorithms and computing architectures are needed. 

 

BIO: Dr. Schork is Director of Bioinformatics and Biostatistics at 

the Scripps Translational Science Institute; Director of Research, 

Scripps Genomic Medicine; and Professor, Department of 

Molecular and Experimental Medicine at The Scripps Research 

Institute. Dr. Schork‟s interest and expertise is in the areas of 

quantitative human genetics and genomics, especially the design and 

implementation of methodologies used to dissect the genetic basis of 

complex traits and diseases. Prior to his appointments at Scripps, Dr. 

Schork was a Professor of Biostatistics and Psychiatry, and Co-

Director of the Center for Human Genetics and Genomics at the 

University of California, San Diego from 2000-2007. From 1994-

2000 Dr. Schork was an Associate Professor of Epidemiology and 

Biostatistics at Case Western Reserve University in Cleveland, Ohio and an Associate Professor 

of Biostatistics at Harvard University. Between 1999 and 2000 Dr. Schork took a leave of 

absence to conduct research as the Vice President of Statistical Genomics at the French 

Biotechnology company, Genset, where he helped guide efforts to construct the first high-density 

map of the human genome. Dr. Schork has been selected as a member of a number of scientific 

journal editorial boards, is a frequent participant in U.S. National Institutes of Health-related 

steering committees and review boards, and has also been on the advisory board of five 

companies. He is currently Director of the Bioinformatics and Biostatistics Core of the NIA-

sponsored Longevity Consortium and a member of the NHGRI‟s Genetic Association 

Information Network (GAIN) data analysis committee. Dr. Schork has published over 230 

scientific articles and book chapters on the analysis of complex, multifactorial traits and diseases. 

Dr. Schork earned a B.A. in Philosophy, an M.A. in Philosophy, an M.A. in Statistics, and a 

Ph.D. in Epidemiology all from the University of Michigan in Ann Arbor, Michigan. 

 

http://www.stsiweb.org 
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Google's Experiences with Flash Memory 

 

Al Borchers 

 
 

This talk will touch on some of Google's experiences in evaluating and experimenting with flash 

memory--flash failure rates at a large scale, performance comparisons, flash applications, and 

interfaces to flash devices today and in the future.  This is joint work with Naveen Gupta, Tom 

Keane, and Kyle Nesbit, all at Google. 

 

 

 

 

BIO: Al Borchers joined Google in 2004 in the Platforms group, 

developing system software for Google's servers.  In the last few 

years he has been working on high performance storage devices.  He 

received a Ph.D. in theoretical computer science from the University 

of Minnesota in 1996, and has worked in industry for many years 

developing Unix and Linux device drivers and system software. 

 

 

 
Notes: 

 

 

 

 

  



30 

 

 

 

 

 

 

 

 


