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Abstract

In this paper, we explore the use of the Fast Array
of Wimpy Nodes (FAWN) architecture for a wide
class of data-intensive workloads. While the bene-
fits of FAWN are highest for I/O-bound workloads
where the CPU cycles of traditional machines are
often wasted, we find that CPU-bound workloads
run on FAWN can be up to six times more efficient
in work done per Joule of energy than traditional
machines.

1 Introduction

Power has become a dominating factor in the cost
of provisioning and operation of large datacenters.
This work focuses on one promising approach to
reduce both average and peak power using a Fast
Array of Wimpy Node (FAWN) architecture [2],
which proposes using a large cluster of low-power
nodes instead of a cluster of traditional, high power
nodes. FAWN (Figure 1) was originally designed to
target mostly I/O-bound workloads, where the ad-
ditional processing capabilities of high-speed pro-
cessors were often wasted. While the FAWN ar-
chitecture has been shown to be significantly more
energy efficient than traditional architectures for
seek-bound workloads [16], an open question is
whether this architecture is well-suited for other
data-intensive workloads common in cluster-based
computing.

Recent work has shown that the FAWN archi-
tecture benefits from fundamental trends in com-
puting and power—running at a lower speed saves
energy, while the low-power processors used in
FAWN are significantly more efficient in work done
per joule [16]. Combined with the inherent paral-
lelism afforded by popular computing frameworks
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Figure 1: FAWN architecture

such as Hadoop [1] and Dryad [9], a FAWN sys-
tem’s improvement in both CPU-I/O balance and
instruction efficiency allows for an increase in over-
all energy efficiency for a much larger class of dat-
acenter workloads.

In this work, we present a taxonomy and analysis
of some primitive data-intensive workloads and op-
erations to understand when FAWN can perform as
well as a traditional cluster architecture and reduce
energy consumption for data centers.

To understand where FAWN improves energy
efficiency for data-intensive computing, we in-
vestigate a wide-range of benchmarks common
in frameworks such as Hadoop [1], finding that
FAWN is between three to ten times more efficient
than a traditional machine in performing operations
such as distributed grep and sort. For more CPU-
bound operations, such as encryption and compres-
sion, FAWN architectures are still between three to
six times more energy efficient. We believe these
two categories of workloads—CPU-bound and I/O-
bound—encompass a large enough range of com-
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Towards balanced systems
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Speed vs. Efficiency

Targeting the sweet-spot in efficiency
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(Includes 0.1W power overhead)
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Case 1:  A high-performance, persistent key-value store

~20 byte keys
10-1000 byte values

Very small writes
Irregular size objects
Very random access

The FTL is not our friend.



Using Berkeley DB on CF

• Platform:  500Mhz AMD Geode, 256MB 
DRAM, 4GB Compact Flash Card

• Insert 7M 200-byte entries into DB

BDB FAWN-KV

0.07 MB/s 20 MB/s



Using Flash for K-V

• Write sequentially within an erase block

• Can do this concurrently to several, iff 
the FTL lets you

• (Duplication w/filesystem...)

• Use system memory efficiently

• Otherwise, why use Flash at all? :)



From key to value
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Figure 2: (a) FAWN-DS appends writes to the end of the Data Log. (b) Split requires a sequential scan of the data region, transfer-

ring out-of-range entries to the new store. (c) After scan is complete, the datastore list is atomically updated to add the new store.

Compaction of the original store will clean up out-of-range entries.

3.2 Understanding Flash Storage

Flash provides a non-volatile memory store with several signifi-
cant benefits over typical magnetic hard disks for random-access,
read-intensive workloads—but it also introduces several challenges.

Three characteristics of flash underlie the design of the FAWN-KV
system described throughout this section:

1. Fast random reads: (� 1 ms), up to 175 times faster than
random reads on magnetic disk [35, 40].

2. Efficient I/O: Flash devices consume less than one Watt even
under heavy load, whereas mechanical disks can consume over
10 W at load. Flash is over two orders of magnitude more
efficient than mechanical disks in terms of queries/Joule.

3. Slow random writes: Small writes on flash are very expen-
sive. Updating a single page requires first erasing an entire
erase block (128 KB–256 KB) of pages, and then writing the
modified block in its entirety. As a result, updating a single byte
of data is as expensive as writing an entire block of pages [37].

Modern devices improve random write performance using write

buffering and preemptive block erasure. These techniques improve
performance for short bursts of writes, but recent studies show that
sustained random writes still perform poorly on these devices [40].

These performance problems motivate log-structured techniques
for flash filesystems and data structures [36, 37, 23]. These same
considerations inform the design of FAWN’s node storage manage-
ment system, described next.

3.3 The FAWN Data Store

FAWN-DS is a log-structured key-value store. Each store contains
values for the key range associated with one virtual ID. It acts to
clients like a disk-based hash table that supports Store, Lookup,
and Delete.1

FAWN-DS is designed specifically to perform well on flash stor-
age and to operate within the constrained DRAM available on wimpy
nodes: all writes to the datastore are sequential, and reads require a
single random access. To provide this property, FAWN-DS maintains
an in-DRAM hash table (Hash Index) that maps keys to an offset in

the append-only Data Log on flash (Figure 2a). This log-structured
design is similar to several append-only filesystems [42, 15], which

avoid random seeks on magnetic disks for writes.

1We differentiate datastore from database to emphasize that we do not provide a
transactional or relational interface.

/* KEY = 0x93df7317294b99e3e049, 16 index bits */
INDEX = KEY & 0xffff; /* = 0xe049; */
KEYFRAG = (KEY >> 16) & 0x7fff; /* = 0x19e3; */
for i = 0 to NUM HASHES do

bucket = hash[i](INDEX);
if bucket.valid && bucket.keyfrag==KEYFRAG &&

readKey(bucket.offset)==KEY then

return bucket;
end if

{Check next chain element...}
end for

return NOT FOUND;

Figure 3: Pseudocode for hash bucket lookup in FAWN-DS.

Mapping a Key to a Value. FAWN-DS uses an in-memory
(DRAM) Hash Index to map 160-bit keys to a value stored in the
Data Log. It stores only a fragment of the actual key in memory to

find a location in the log; it then reads the full key (and the value)
from the log and verifies that the key it read was, in fact, the correct
key. This design trades a small and configurable chance of requiring
two reads from flash (we set it to roughly 1 in 32,768 accesses) for

drastically reduced memory requirements (only six bytes of DRAM
per key-value pair).

Figure 3 shows the pseudocode that implements this design for
Lookup. FAWN-DS extracts two fields from the 160-bit key: the i
low order bits of the key (the index bits) and the next 15 low order
bits (the key fragment). FAWN-DS uses the index bits to select a
bucket from the Hash Index, which contains 2i

hash buckets. Each

bucket is only six bytes: a 15-bit key fragment, a valid bit, and a
4-byte pointer to the location in the Data Log where the full entry is
stored.

Lookup proceeds, then, by locating a bucket using the index bits
and comparing the key against the key fragment. If the fragments
do not match, FAWN-DS uses hash chaining to continue searching
the hash table. Once it finds a matching key fragment, FAWN-DS
reads the record off of the flash. If the stored full key in the on-flash
record matches the desired lookup key, the operation is complete.
Otherwise, FAWN-DS resumes its hash chaining search of the in-
memory hash table and searches additional records. With the 15-bit

key fragment, only 1 in 32,768 retrievals from the flash will be
incorrect and require fetching an additional record.

The constants involved (15 bits of key fragment, 4 bytes of log
pointer) target the prototype FAWN nodes described in Section 4.
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Lookup proceeds, then, by locating a bucket using the index bits
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reads the record off of the flash. If the stored full key in the on-flash
record matches the desired lookup key, the operation is complete.
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memory hash table and searches additional records. With the 15-bit
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incorrect and require fetching an additional record.
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Just one log is painful
• With flash, not restricted to one -- maybe
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FAWN-DS Lookups

• Our FAWN-based system over 6x more 
efficient than 2008-era traditional systems
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System QPS Watts QPS
Watt

Alix3c2/Sandisk(CF) 1298 3.75 346

Desktop/Mobi (SSD) 4289 83 51.7

MacbookPro / HD 66 29 2.3

Desktop / HD 171 87 1.96



Ongoing work

• DRAM limits amount of Flash that can be used.

• FAWN-KV:  12 bytes per entry

• Our ongoing work gets this down to ~1 byte 
DRAM per key-value entry (but must re-write 
data once), or 3 bits if can read flash on table 
miss

• BufferHash (NSDI 2010) provides similar 
benefits, though wastes 50% of flash space
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And then we moved to 
Atom + SSD
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1.6Ghz single-core Pineview, 2GB DRAM, x25-m SSD

2.8Ghz 4-core i7, 2GB DRAM, 6x (x25-m SSD)

dual 2.8Ghz 4-core Xeon, 8GB DRAM, FusionIO



512 b random reads
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Platform Reads / Second

2x 4-core xeon + 
FusionIO

~150 K

i7 + single X25-m ~60 K

i7 + 4x  X25-m ~115 K

Atom-1core + 
X25-m

~23 K



SATA ...

• Need I say more?

• Couldn’t get more than ~120k IOPS over 
the onboard SATA bus, no matter what we 
tried
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Slow “wimpies”

• Prior results:  Wimpies dominated in 
efficiency

• What’s happening here?  23k vs 60k
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 add_disk_randomness(rq->rq_disk);

23,000 interrupts/second

tester program called gettimeofday

Fixed these, new interrupt coalescing:
37k and rising



Sorting

• Similar results using NSort

• But flash-aware can clobber NSort (talk 
offline)
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Data structures

• One idea you’ve seen: mutable bits through re-programming;

• Rivest punch-cards ’82, Grupp, Yaakobi, Mitz, more

• Can do even better for particular data types...

• Flash should be an ideal “add-only” Bloom filter

• (Set membership with one-sided error:  Will tell you if X 
is in set, may lie and say it is)

• Caching works poorly for Blooms (random access)

• Very important for data-mining, etc.

• But all need bit-level access to Flash...
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Where we’re going (?)
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(PCM??)

+ Bandwidth
+ Latency
+ Power
---- Capacity

Requires even more mem-efficient systems



• Pretending Flash is disk or DRAM misses 
opportunities

• Making Flash look like disk or DRAM hides 
opportunities

• Today’s kernels handle high block IOPS 
poorly (... and we need to fix this)

• Algorithms exploiting re-programmability, 
“semirandom writes” can win big

• But want to leave the system usable and 
abstractions manageable
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The FAWN Perspective


